
IEEE TRANSACTIONS ON IMAGE PROCESSING, VOL. 16, NO. 7, JULY 2007 1925

earlier, the quality of the restored image can serve as a useful measure
to validate the accuracy of shape recovery. Comparing Figs. 6(c)
and (d), we note that the focused image obtained using the proposed
method is visibly sharper than that of traditional SFF. The fact that the
quality of the restored image is good also serves to justify modeling of
the camera PSF as a 2-D Gaussian [1], [8], [9]. Finally, we would like
to add that no real-aperture camera can ever yield a focused image of
a 3-D object!

V. CONCLUSION

We have proposed a new method for improving the accuracy of the
SFF scheme. Traditional SFF uses interpolation to arrive at the final
estimate of the shape of a 3-D object. We propose a strategy that is
data-driven and uses the actual relative blur between suitably chosen
images for improving the accuracy of the estimated shape. A space-
variant image restoration method is also proposed for recovering the
focused image of the 3-D object. Results on synthetic, as well as real,
images were given for the purpose of validation.

ACKNOWLEDGMENT

The authors would like to thank the reviewers for their comments and
suggestions which helped in improving the presentation of this work.

REFERENCES

[1] S. K. Nayar and Y. Nakagawa, “Shape from focus,” IEEE Trans. Pat-
tern Anal. Mach. Intell., vol. 16, no. 8, pp. 824–831, Aug. 1994.

[2] S. K. Nayar and Y. Nakagawa, “Shape from focus: An effective ap-
proach for rough surfaces,” in Proc. Int. Conf. Robotics Automation,
1990, pp. 218–225.

[3] M. Noguchi and S. K. Nayar, “Microscopic shape from focus using
active illumination,” in Proc. Int. Conf. Pattern Recognition, 1994, pp.
147–152.

[4] M. Subbarao and T. Choi, “Accurate recovery of three-dimensional
shape from image focus,” IEEE Trans. Pattern Anal. Mach. Intell., vol.
17, no. 3, pp. 266–274, Mar. 1995.

[5] J. Kautsky, J. Flusser, B. Zitova, and S. Simberova, “A new wavelet-
based measure of image focus,” Pattern Recognit. Lett., vol. 23, pp.
1785–1794, 2002.

[6] E. Krotkov, “Focusing,” Int. J. Comput. Vis., vol. 1, pp. 223–237, 1987.
[7] J. Yun and T. S. Choi, “Accurate shape recovery using curved window

focus measure,” in Proc. Int. Conf. Image Processing, 1999, pp.
910–914.

[8] A. P. Pentland, “A new sense for depth of field,” IEEE Trans. Pattern
Anal. Mach. Intell., vol. 9, no. 4, pp. 523–531, Jul. 1987.

[9] S. Chaudhuri and A. N. Rajagopalan, Depth From Defocus: A Real
Aperture Imaging Approach. New York: Springer Verlag, 1999.

[10] D. F. Shanno, “Conditioning of quasi-Newton methods for function
minimization,” Math. Comput., vol. 24, pp. 647–656, 1970.

[11] A. K. Jain, Fundamentals of Digital Image Processing. Englewood
Cliffs, NJ: Prentice-Hall, 1989.

Recursive Anisotropic 2-D Gaussian Filtering
Based on a Triple-Axis Decomposition
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Abstract—We describe a recursive algorithm for anisotropic 2-D
Gaussian filtering, based on separating the filter into the cascade of three,
rather two, 1-D filters. The filters operate along axes obtained by integer
horizontal and/or vertical pixel shifts. This eliminates interpolation, which
removes spatial inhomogeneity in the filter, and produces more elliptically
shaped kernels. It also results in a more regular filter structure, which facil-
itates implementation in DSP chips. Finally, it improves matching between
filters with the same eccentricity and width, but different orientations.
Our analysis and experiments indicate that the computational complexity
is similar to an algorithm that operates along two axes ( 11 ms for a
512 512 image using a 3.2-GHz Pentium 4 PC). On the other hand,
given a limited set of basis filter axes, there is an orientation dependent
lower bound on the achievable aspect ratios.

Index Terms—Directional filter, DSP algorithms, Gaussian filter, recur-
sive filtering.

I. INTRODUCTION

Gaussian filtering is an important and widely used operation. In
image and signal processing, it is commonly employed for smoothing
and noise suppression [1]. In computer vision, Gaussian pyramids are
used to generate multiple copies of an image at different scales [2].
In biology, Gaussian functions, or functions based upon them (e.g.,
Gabor functions) are good models of the spatial receptive fields of
many visual processing neurons [3]–[6].

Any 2-D Gaussian filter can be decomposed into the cascade of
two 1-D Gaussian filters along orthogonal axes. The 1-D Gaussians
can be implemented using efficient recursive third-order approxima-
tions [7]–[9]. Circularly symmetric Gaussians are x-y separable: the
two axes can be chosen to be the horizontal and vertical image axes.
Anisotropic Gaussians oriented along the x or y axes are also x-y sep-
arable. However, for anisotropic Gaussians with arbitrary orientation,
the two orthogonal axes are not generally aligned with the image grid.
Implementing 1-D filters along these axes requires interpolation, which
increases the amount of computation and causes variations in the ker-
nels applied at different spatial locations.

Some interpolation can be eliminated by relaxing the constraint that
the axes are orthogonal. As shown by Geusebroek et al. [10], any 2-D
Gaussian filter can be separated into the cascade of a 1-D filter along
the x axis, which requires no interpolation, followed by a second 1-D
filter along an axis t, which is generally not orthogonal to x. We refer to
this approach as x-t separable filtering. It can also be applied to higher
dimensional filters [11]. One drawback of this approach is that filtering
along the t axis still requires interpolation. This introduces spatial inho-
mogeneity into the convolution kernels, i.e., the responses to impulses
at different locations are not identical modulo a shift. As shown in
Fig. 1, this inhomogeneity introduces noise into the filter output that
varies with orientation. The interpolation also introduces irregularity
into the filter, since the interpolation coefficients differ between rows.
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Fig. 1. Positional variability of Gaussian kernels generated by the - sepa-
rable filter for kernels with length = 6 pixels, aspect ratio 0.5, and varying
orientation. The positional variability is defined as the average total squared
error between the responses to impulses at different locations and the mean of
the responses. To express this in decibels, we normalize with respect to the total
energy in the mean response. By symmetry, the variability at orientations be-
tween 90 and 180 can be obtained by reflecting this curve about 90 .

This paper describes how to eliminate the need for interpolation
completely, by relaxing the constraint that the 2-D Gaussian being sep-
arated into only two 1-D Gaussians. Section II describes the decom-
position of a 2-D Gaussian into a cascade of three 1-D Gaussians. The
additional degree of freedom introduced allows us to choose the three
axes so that they coincide with integer pixel shifts horizontally and ver-
tically, eliminating the need for interpolation. Section III describes the
experimental results with the filter, in comparison with the x-t sepa-
rable approach and convolution with the ideal Gaussian. We show that
this triple-axis decomposition has better invariance across orientation.
We also discuss the computational complexity and describe how the
regular filter structure facilitates DSP implementation.

II. TRIPLE-AXIS GAUSSIAN DECOMPOSITION

The 2-D Gaussian filter kernel has the form

g(x; y) =
e
� [x y]CCC

x

y

2�jCCCj1=2 (1)

where (x; y) denotes image position,CCC is a positive definite symmetric
covariance matrix with determinant jCCCj. The contours of the Gaussian
filter kernel are ellipses centered at the origin. Denoting the coordinate
system formed by major and minor axes of the ellipses by (u; v)

u

v
=

cos � sin �

� sin � cos �

x

y
(2)

we can make a coordinate transformation to express the Gaussian
kernel as

g(u; v) =
e
�

p
2��u

� e
�

p
2��v

: (3)

We define the orientation of the filter to be �, the angle between the
major axis u and the x axis. The length and width of the filter are de-
fined as �u and �v . The aspect ratio of the filter is defined as � =

�v=�u. Using these parameters, the covariance matrix can be expressed
as (4), shown at the bottom of the page.

We specify image axes using 2-D vectors, aaa = [ax ay ]
T . For ex-

ample, the x; y and diagonal axes correspond to the vectors aaa0; aaa90,
and aaa�45, where

aaa�45 = [1 �1]T aaa0 = [1 0]T

aaa45 = [1 1]T aaa90 = [0 1]T : (5)

We define length l along the axis such that the corresponding point in
the image plane occurs at aaa � l. By choosing the elements of aaa to be in-
tegers and discretizing the axis by sampling at unit intervals, we ensure
that all samples fall exactly on the pixel grid. Since we do not constrain
the axis vectors to be unit length, the axis length l and Euclidean length
in the image plane lEuclidean are related by lEuclidean = jaaaj � l.

Because we desire to implement filters along only a subset of the
possible axes (those corresponding to integer pixel shifts), we derive
the possible orientations and aspect ratios achievable by a given triple
of axes. Filters of varying width can be achieved by scaling the standard
deviations of the 1-D filters by the same amount.

Consider three axes, aaai, and lengths along these axes li, where i =
1; 2; 3. The corresponding x-y coordinates are given by

x

y
= AAA � lll = [aaa1 aaa2 aaa3]

l1
l2
l3

: (6)

If 1-D Gaussian filters with standard deviations �i are applied along
the three axes, then the covariance matrix of the resulting 2-D Gaussian
filter in the x-y coordinate system is

CCC = AAA AAAT =

3

i=1

�2
i aaai � aaaTi (7)

where is the diagonal matrix of the variances �2
i . By matching terms

in (4) and (7), we obtain
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For a given set of axes and a 2-D Gaussian with a desired length, orien-
tation, and eccentricity, we can solve this equation for the variances of
the Gaussians along each axis. However, not all orientations and aspect
ratios are achievable by a particular set of axes, since the �2

i must be
non-negative. In the following, we assume that we can choose the axis
triple from a set of candidate axes, and plot the minimum aspect ratio
achievable for each orientation. The procedure for finding the minimum
aspect ratio is described in the Appendix.

We first examine the orientations and aspect ratios attainable if we
restrict filtering to be along the horizontal, vertical and diagonal axes.
These are all possible axes if we only allow unit shifts in x and/or y.
All orientations are achievable. However, different axis combinations
are required for different orientations. Between 0� and 90�, we must
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Fig. 2. Two-dimensional anisotropic Gaussian filters can be decomposed into
the cascade of 1-D filters operating along axes indicated by the dotted lines.
(a) The - separable filter. In general, 1-D filters operating along both and
axes require interpolation. (b) The - separable. Only the -axis filter requires
interpolation. (c) The triple-axis filter. The three 1-D filters all operate along
axes corresponding to integer pixel shifts, so no interpolation is required.

Fig. 3. (a) Minimum aspect ratio obtainable as a function of filter orienta-
tion when the three axes are chosen from four candidates: and .
(b) The minimum aspect ratio obtainable as a function of filter orientation when
the three axes are chosen from eight candidates: and

. Each radial division corresponds to 0.1.

choose aaa45 to be part of the triple. Between �90� and 0�, we must
choose aaa�45 to be part of the triple. In addition, the minimum achiev-
able aspect ratio varies across orientation, as shown in Fig. 3(a). All
aspect ratios can be obtained when the orientation coincides with one
of the axes. The lower bound reaches its maximum of 0.4142 when the
orientation lies halfway between two adjacent axes.

Adding more axes along which the three filters can operate reduces
the aspect ratio lower bound. If we add four axis candidates obtained
by allowing two pixel shifts

aaa�63:4 = [1 �2]T aaa�26:6 = [2 �1]T

aaa26:6 = [2 1]T aaa63:4 = [1 2]T (9)

the maximum lower bound drops to 0.2360, as shown in Fig. 3(b). Sim-
ilarly, if we add the eight more axis candidates enabled by allowing
three pixel shifts, the maximum lower bound drops to 0.1622.

III. EXPERIMENTAL RESULTS

We implement each 1-D filter using the recursive Gaussian approxi-
mation of Young and van Vliet [5]. Each 1-D filter is obtained by cas-
cading recursive third-order forward and backward filters. Boundary
conditions for the filters are chosen to minimize edge effects [12]. All
the filters are implemented and tested in Matlab. The x-t separable fil-
ters were implemented using the code available at [13].

The filter kernels obtained using the triple-axis decomposition are
more elliptical than those obtained using the x-t decomposition, which
appear more rectangular. Fig. 4 compares the contour plots of the
impulse responses of the Gaussian filter approximations implemented

Fig. 4. Contour plots of (a) an ideal Gaussian kernel and the approximations
generated by (b) the triple-axis decomposition and (c) the - separable filter.
The parameters were = 6 = 0 5 and = 22 5 . For the
triple-axis algorithm, the standard deviations of the filters along each axis were

= 4 7434 = 3 0897 and = 1 8461. For the - sepa-
rable approach, the axis was oriented at 53 6 to the axis. The standard
deviation along each axis was = 5 00 and = 3 60.

with the triple-axis approach and the x-t separable approach with an
ideal Gaussian. The contours of both the triple axis and x-t separable
filters do not match those of the ideal Gaussian because the third-order
recursive filters are only approximations to the Gaussian. However,
because the triple-axis decomposition uses a cascade of three rather
than two filters, the final contours are more Gaussian, much in the
same way cascading three 1-D boxcar filters with width 2� result in
a closer approximation to a Gaussian than the cascade of two 1-D
boxcars with width

p
6�.

Another benefit is that filters with the same length and aspect ratio
but different orientations become more similar (modulo a rotation). We
quantify this using the rotational variability. For a given �u and �, we
compute the impulse responses of filters at different orientations. We
then rotate the impulse responses so that they all have zero orienta-
tion with bilinear interpolation. We define a mean impulse response
by averaging over all orientations. The rotational variability is the total
squared error between the filters and the mean response averaged over
all orientations. We can express this in decibels by dividing the energy
in the mean response. All the calculations are performed within a cir-
cular window of radius 5�u. Because the impulse responses of the x-t
separable filter also vary according to the impulse position, we perform
an additional averaging over different impulse positions in computing
the mean and the total squared error.
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Fig. 5. Rotational variability of Gaussian kernels generated by different algo-
rithms. (a) Variability for different lengths while maintaining same aspect
ratio = 0 5. (b) Variability for different aspect ratios while maintaining
the same width = 2pixels. Solid line: Triple axis filter. Dashed line: -
separable filter. Dotted line: Ideal Gaussian function. .

Fig. 5 compares the rotational variabilities of the triple-axis, the x-t
separable and the ideal Gaussian filters. Because the 1-D filters used
by the triple axis and x-t separable filters are only approximations to
the Gaussian, we ensure that the filters for a given length and aspect
ratio are comparable by choosing the standard deviations of the filters
along each 1-D axis so that the total squared error between the ker-
nels and the ideal Gaussian across all orientations is minimized. The
triple-axis filter has smaller rotational variability than the x-t separable
filter over all parameters tested. The rotational variability is decreased
for two reasons. First, eliminating the interpolation eliminates varia-
tions between different impulses at different pixels. Second, additional
filtering makes the triple-axis filters more Gaussian. Rotational vari-
ability is also introduced due to the discrete pixel grid. However, this is
common to both algorithms and is small. The rotational variability due
to the discretization is characterized by the rotational variability of the
ideal Gaussian kernel in Fig. 5, and is always much smaller than the
rotational variability of the two recursive algorithms.

When the axes correspond to long integer pixel shifts along x and y,
the effect of aliasing may be of concern. However, our investigations in-
dicate that this is not a significant limitation to the use of the triple-axis
decomposition for moderate aspect ratios. Intuitively, if “long skip”
axes are required, they will lie close to the desired orientation of the
Gaussian where there will also be also significant smoothing by the
other filters, reducing the effect of aliasing. As an example, Fig. 6 shows
the frequency response of a triple-axis filter with orientation 22.5� im-
plemented with the axes aaa0; aaa26:6; and aaa45. The effect of aliasing is

Fig. 6. Frequency responses of the triple-axis filter by using the-axis
triple ( ). White corresponds to unit magnitude, and black
to zero magnitude. The parameters are: = 3 pixels, = 0 3 and
= 22 5 . (b)–(d) The frequency responses of the 1-D filter operating along

axes and .

clearly visible in the frequency responses of the filters operating along
aaa26:6 and aaa45, but its effect on the final transfer function is attenuated
by the filter operating along aaa0. On the other hand, for very low aspect
ratios and/or narrow filter widths, the attenuation by the other filters
will decrease and aliasing may become a significant limitation, espe-
cially for large pixel shifts.

We quantify the effect of aliasing over a range of different orienta-
tions and aspect ratios using the normalized squared error between the
frequency responses of the triple axes filter and an ideal Gaussian filter
over the range of discrete frequencies �� to �. Denote the frequency
response of the triple-axis filter and ideal Gaussian filter as ~G(!x; !y)
andG(!x; !y). The normalized squared error (NSE) is defined as (10),
shown at the bottom of the page, where the summation runs overm and
n ranging between �N=2 and N=2 � 1. Here we choose N = 128.
Increasing the resolution of frequency space sampling by increasing N
does not significantly change the computed error.

Fig. 7(a) shows the minimum NSE taken all possible axis triples
chosen from the eight axes used to generate Fig. 3(b) plotted as a func-
tion of orientation. For the aspect ratio shown (� = 0:3), some of the
orientations must use axes with pixel shifts greater than one. However,
we see that the normalized squared error remains relatively constant
across orientation. Fig. 7(b) shows the NSE plotted as a function of
aspect ratio. The orientation is � = 22:5�. Although the aspect ratios
smaller than 0.4142 must be achieved with an axis triple that includes
aaa26:6, we see no increase in error at the boundary. However, we do see
increases in error as the filter width decreases.

The computational complexities of the triple-axis filter and the two-
axis x-t separable filter are similar. Each recursive 1-D third-order filter
requires seven multiplications and six additions per pixel. Thus, the

NSE =
m;n

( ~G(2�m=N; 2�n=N)�G(2�m=N; 2�n=N))2

m;n
G(2�m=N; 2�n=N)2

(10)
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Fig. 7. (a) Minimum normalized squared error taken across axis triples
chosen from eight candidate axes as a function of orientation. The aspect ratio
is = 0 3, and the different lines correspond to different filter widths:
(solid) = 1, (dotted) = 3, and (dashed) = 5. (b) The
normalized squared error plotted as a function of aspect ratio. The orientation
is = 22 5 . For aspect ratios larger than 0.4142 (right of the solid vertical
line), the axis triple ( ) is used. For smaller aspect ratios, the axis
triple ( ) is used. The different curves correspond to different
filter widths as in (a).

TABLE I
TIMING RESULTS OF ANISOTROPIC GAUSSIAN FILTER IMPLEMENTATIONS

triple-axis filter has computational complexity of 7� 3 = 21 multipli-
cations and 6� 3 = 18 additions per pixel. The interpolation required
for filtering along the t axis adds an additional seven multiplications
and four additions per pixel. Thus, the x-t separable filter requires 21
multiplications and 16 additions per pixel.

The computation time of both filters and their corresponding 1-D
filters have been measured using a standard Pentium 4 PC working at
3.2 GHz, as shown in Table I. For a 512� 512 image, both algorithms
require�11 ms. For the 1-D diagonal filter, no interpolation is needed
as the pixel shifts are aligned with the image grid. Moreover, the fixed
filtering direction at 45� leads to a simpler code than a filter working
at arbitrary directions. Thus, the diagonal filter is two times faster than
the t-line filter and the computation time saved can be used to perform
the third 1-D filtering.

We have implemented the triple-axis algorithm on the TI C6416
fixed point DSP processor working at 600 MHz [14]. The regular filter
structure in the triple-axis filter allows more compact pipelining of
the code. Since there is no interpolation, the 1-D filters have no data
dependency and can be implemented in parallel. Our implementation
uses four parallel filters, which allows higher utilization of the DSP.
Since large number of memory access increase the computation time
significantly, filter histories are buffered in the registers, rather than
memory as in the case of PC implementation. This reduces the number
of memory access per pixel from five to two.

The number of clock cycles required per pixel for the horizontal, ver-
tical and diagonal filters are 5.1906, 6.1689, and 9.3342, respectively.
The diagonal filters require more clock cycles than the horizontal and
vertical filters due to overhead introduced because the lengths of the
diagonal axes vary. For aspect ratios lower than those considered here
(0.4142), the even larger pixel shifts required mean that the algorithm
must jump between distant memory locations. This may increase the
possibility of cache misses, which may further limit performance in
modern processors, which rely heavily on caching mechanisms.

IV. CONCLUSION

In this paper, we have described an algorithm for recursive 2-D
Gaussian filtering that is based on decomposing the filtering along
three 1-D axes. Computationally, filtering along two or three axes
is similar since the extra filtering step is approximately equivalent
to the interpolation step required for filtering along two axes. There
are several advantages to allocating the extra computation to filtering
rather than the interpolation: elimination of spatial inhomogeneity,
more Gaussian like filter responses, and a more regular filter structure.
On the other hand, if we limit the number of directions the filter
can operate, there is a lower bound on the aspect ratios achievable.
This lower bound can be reduced by expanding the set of candidate
axes along which the three filters can operate. The more regular filter
structure has allowed us to implement 2-D Gaussians efficiently in
a DSP processors, where by exploiting the regularity to pipeline the
computation, each pixel requires only 20.697 clock cycles for filters
with aspect ratio is greater than 0.4142.

APPENDIX

To find the ranges of possible orientations and aspect ratio achievable
by a given triple of axes, we first note that the ranges are independent
of the filter length, which can be changed by scaling all of the �2i by the
same amount. Therefore, we choose �

2

u = 2 to simplify the notation.
We rewrite (8) by extracting the terms on the right hand side that depend
upon �

2, resulting in
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We move the terms depending upon �
2 to the left hand side, resulting

in
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Fig. 8. Lower bound on the aspect ratio at each filter orientation when the filter
axes are and . Filters with orientations between 90 and 180
(270 and 360 ) cannot be implemented with this axis set.

Since we must have all �2i � 0, the squared aspect ratio �2 must occur
when at least one of the �2i is zero. Thus, for each orientation, we set
each of the �2i equal to zero in turn and solve for the remaining vari-
ables. The minimum aspect ratio at that orientation is the minimum
over all solutions where the remaining �

2

i are greater than or equal to
zero and � < 1. If there are no such solutions, then the orientation is
not achievable by that particular axis triple. For oriented filters, the as-
pect ratio � must be strictly less than one, since the orientation is not
uniquely defined for � = 1. When considering a set of candidate axes
from which the triple can be chosen, for each orientation we consider
the minimum aspect ratio over all possible choices of triples.

For example, consider the three axes aaa0; aaa45 and aaa90. As shown in
Fig. 8, only the orientations between 0� and 90� are achievable by this
filter triple. The maximum lower bound on the aspect ratio over all
orientations in this range is 0.4142, and is achieved at 22.5� and 57.5�.
Orientations in the range 0� to 22.5� could also be achieved by using
the triple aaa�45; aaa0 and aaa45.
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