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Figure 1.12: Task structures for computing pairwise interactions for N=5 . (a) The 

unidirectional ring used in the simple, nonsymmetric algorithm. (b) The unidirectional 

ring with additional channels used to return accumulated values in the symmetric 

algorithm; the path taken by the accumulator used for task 0 is shown as a solid line.  

  Our second example uses a similar channel structure but requires a more complex 

communication algorithm. Many problems require the computation of all N(N-

1) pairwise interactions , , between N data, . Interactions 

may be symmetric, in which case  and only N(N-

1)/2 interactions need be computed. For example, in molecular dynamics we may 

require the total force vector  acting on each atom , defined as follows: 

 

Each atom is represented by its mass and Cartesian coordinates.  denotes the 

mutual attraction or repulsion between atoms  and ; in this 

example, , so interactions are symmetric. 

A simple parallel algorithm for the general pairwise interactions problem might 

create N tasks. Task i is given the datum  and is responsible for computing the 

interactions . One might think that as each task needs a datum from 

every other task, N(N-1) channels would be needed to perform the necessary 

communications. However, a more economical structure is possible that uses 

only N channels. These channels are used to connect the N tasks in a unidirectional 
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ring (Figure 1.12(a)). Hence, each task has one inport and one outport. Each task first 

initializes both a buffer (with the value of its local datum) and an accumulator that 

will maintain the result of the computation. It then repeatedly 

1. sends the value contained in its buffer on its outport, 

2. receives a datum on its inport into its buffer, 

3. computes the interaction between this datum and its local datum, and 

4. uses the computed interaction to update its local accumulator. 

This send-receive-compute cycle is repeated N-1 times, causing the N data to flow 

around the ring. Every task sees every datum and is able to compute all N-

1 interactions involving its datum. The algorithm involves N-1 communications per 

task. 

It turns out that if interactions are symmetric, we can halve both the number of 

interactions computed and the number of communications by refining the 

communication structure. Assume for simplicity that N is odd. An 

additional N communication channels are created, linking each task to the task 

offset  around the ring (Figure 1.12(b)). Each time an interaction  is 

computed between a local datum  and an incoming datum , this value is 

accumulated not only in the accumulator for  but also in another accumulator that is 

circulated with . After  steps, the accumulators associated with the circulated 

values are returned to their home task using the new channels and combined with the 

local accumulators. Hence, each symmetric interaction is computed only once: either 

as  on the node that holds  or as  on the node that holds  
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